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Introduction

• Motivation
– Geographic Information Retrieval

• The structure of this talk
– Mining Wikipedia
– Building a Geographic Co-occurrence model
– Model characteristics and accuracy
– Bounds when applied to Placename

disambiguation
– Application to GIR



Geographic Information Retrieval

• Information Retrieval augmented with 
geographic meta-data
– Traditional IR indexes are inherently ambiguous
– Traditional IR relevance ranking based on term 

occurrences ignores spatial and topographical 
relationships between locations

• Placename disambiguation
• Geographic relevance ranking





Mining Wikipedia

• Wikipedia
– Huge hyperlinked corpus
– Over 2 million articles and stubs

• Structured data contained in Wikipedia
– Relational statements
– Links
– Category tree (folksonomy)



Building a Geographic co-occurrence 
model

• 4 stage process
– Collect all the links in Wikipedia
– Build a set of inferences for each article
– Apply inferences building a mapping of Wikipedia

articles � Location in the TGN
– Discard all the links to articles not describing 

locations



Building a Geographic co-occurrence 
model

Collect all the links in Wikipedia

1SheffieldSheffieldCrucible Theatre

50SheffieldSheffield, PAClarendon, PA

127SheffieldUniversity of SheffieldCardiff University

72SheffieldSheffield CathedralBristol Cathedral

141SheffieldSheffieldBarnsley

23SheffieldSheffield, OhioAvon, Ohio

35SheffieldSheffieldAnfield

OrderTextToFrom



Building a Geographic co-occurrence 
model

Build a set of inferences for each article
•Geographic co-ordinates in template
•Geographic co-ordinates extracted from Placeopedia.com
•Referent location in title
•Referent location in a category
(check synonyms also)

Title: PA2092990SheffieldSheffield, PA

Template: (N41.6, W79.0)2092990SheffieldSheffield, PA

Cat: Cities in England7010692SheffieldSheffield

Cat: Cities in Yorkshire7010692SheffieldSheffield

Template: (N53.3, W1.47)7010692SheffieldSheffield

Placeopedia: (N53.3, W1.47)7010692SheffieldSheffield

InferenceTGN IdSynonymArticle



Building a Geographic co-occurrence 
model

2092990Sheffield, 
Pennsylvania

Sheffield, PA

2092990SheffieldSheffield, PA

7010692SheffieldSheffield

LocationSynonymArticle

Apply inferences building a mapping of 
Wikipedia articles � Location in the TGN
•Inferences are applied in a pipeline



Building a Geographic co-occurrence 
model

502092990SheffieldSheffield, PAClarendon, PA

17010692SheffieldSheffieldCrucible Theatre

7010692

2081865

7010692

Location

141SheffieldSheffieldBarnsley

23SheffieldSheffield, OhioAvon, Ohio

35SheffieldSheffieldAnfield

OrderTextToFrom

Discard all the links to articles not describing lo cations



Characteristics of the model

• Size
– 100,000 articles crawled
– 7.5M links (2.3M of which to locations)
– 79,769 articles disambiguated
– 75,322 unique placenames map to 53,643 unique 

locations (~7% of the TGN)

• Zipfian distribution
– 2,500 locations (~5%) account for 1.1M links 

(~50%)
– 500 locations (~1%) account for 505,730 links 

(~25%)



Distribution of location 
references in Wikipedia
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Distribution of location 
references in Wikipedia
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Global distribution of locations in Wikipedia
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Computing the model accuracy

• Hand-crafted Ground truth
– All the links extracted from 1,000 random 

Wikipedia articles
– 1,395 locations
– 7,660 non-locations

• Compare to 2 naïve methods
– Random
– Referents

94.1%90.3%95.1%75.7%Our Model

92.3%93.1%93.0%61.1%Referents

85.5%53.6%91.7%86.6%Random

Ref. Acc.GroundSem. Acc.Pn Recall



Computing the model bounds

• What accuracy would we expect a location 
classifier built with our model to achieve on 
free text?

• Lower bound
– If every placename is classified as the most 

commonly referred to location with that name 

• Upper bound
– Assume any contextual information is enough to 

disambiguate any placename classified incorrectly 
by the lower bound



Computing the model bounds
• What accuracy would we expect a location 

classifier built with our model to achieve on 
free text?

• Lower bound
– 87.1%                                                           

• Upper bound
– 99.7%



Computing the model bounds

• What accuracy would we expect a location 
classifier built with our model to achieve on 
free text?

• Lower bound
– 78.7%                                                           

• Upper bound
– 90.0%

• Recall
– 75%

94.1%90.3%95.1%75.7%Our Model

Ref. Acc.GroundSem. Acc.Pn Recall



Are some placenames easier to 
disambiguate than others?

• Measure the Clarity (Kullback-Leibler divergence) 
between local location distributions and global 
placename distributions

• Measure the Mutual Information between location 
distributions



Distribution of locations co-occurring 
with Sheffield, UK
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Distribution of locations co-occurring 
with Sheffield, PA
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Are some placenames easier to 
disambiguate than others?

• Clarity

0.9120.03Sheffield, UK

0.0503.68Sheffield, PA

0.0050.69Cambridge, NZ

0.4011.15Cambridge, UK

0.5070.22Cambridge, MA

P( location | placename )Clarity



Are some placenames easier to 
disambiguate than others?

• Mutual Information

486.1Camb, Ma

22.74.6Camb, NZ

8.13.80.0Sheff, PA

1776.0398.725.48.7Sheff, UK

Camb,UKCamb, MaCamb,NZSheff, PA



Application to GIR

• Placename disambiguation in free text
– More synonyms (and the contexts they are used 

in) than a traditional Gazetteer
– Small rarely referred to locations can be included 

with negligible negative effects

• Geographic relevance ranking
– A new similarity measure for the relatedness of 

locations
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