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Introduction

* Motivating Task
— Extracting Location and Event information from Wikipedia

 Format of this talk
— Mining Wikipedia
— Building a Geographic Co-occurrence model
— Extracting Locations from alternate language versions of
Wikipedia
— Extracting Events from Wikipedia
— Applications to Information Retrieval and Beyond
— How you can use this



Wikipedia

 \What makes Wikipedia Interesting?
— It's Huge!

— It’s generated by a huge volume of [semi]
anonymous users

— Hyperlinked, semi-structured and free




Anatomy of a Wikipedia Page
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Building a Geographic
Co-occurrence model

o 4 Stage pipeline
— Collect all the links in Wikipedia
— Build a set of inferences for each article
— Apply inferences building a mapping of Wikipedia
articles  Location in the TGN

— Discard all the links to articles not describing
locations



Model Size and Characteristics

¢ Size
— 100,000 articles crawled
— 7.5M links (2.3M of which to locations)
— 79,769 articles disambiguated

— 75,322 unigue placenames map to 53,643 unique
locations (~7% of the TGN)

« Zipfian distribution
— 2,500 locations (~5%) account for 1.1M links (~50%)
— 500 locations (~1%) account for 505,730 links (~25%)

 Performance
— 75% Recall
— 86% Placenames correctly matched to locations



Location References (Frequency)

Distribution of location
references in Wikipedia

100000 ——
10000 |
1000 |

100 |

10 |

1

10

100

1000 10000 10000¢
Rank



Distribution of Locations In the
English Language Wikipedia



Alternate Language versions of
Wikipedia
* Apply the same pipeline to Latin Alphabets
* |nter-Language links provide further evidence

 Languages to date: English, French, German,
Spanish, Portuguese, Chinese, Arabic, Hebrew,

Welsh and Esperanto

—




German,



French,



Spanish,



Portuguese,



And Chinese



Compare different language

versions of Wikipedia

* This can be applied to any Wikipedia with
more than 10,000 articles (75+ languages)

JSD German | French | Spanish | Portu Chinese | Arabic Hebrew
English |0.3305 [0.2941 |0.3456 [0.3212 |0.3549 |0.3937 |0.3843
Hebrew |0.2790 [0.2305 |0.2731 [0.3121 |0.2731 |0.3103

Arabic 10.3380 [0.2929 |0.3038 |[0.3390 |0.3042

Chinese |0.2845 |0.2369 |0.2684 |0.2853

Portu 0.2846 |0.2132 |0.2075

Spanish |0.2485 |0.1784

French |[0.1892




Arabic and Hebrew



Calculating Bias

Bias Exp Bias Norm Bias

English 0.549 0.356 1.5

German 0.438 0.033 13.1
French 0.298 0.021 14.0
Spanish 0.354 0.019 19.0
Portuguese |0.297 0.011 27.9
Chinese 0.179 0.019 9.10
Arabic 0.400 0.008 47.9
Hebrew 0.053 0.001 69.1




Bias across the English Wikipedia
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French,



Spanish,



Portuguese



And Chinese



Extracting Events

e Event = Location + Time

e TiImes are much easier to extract from
Wikipedia than locations




Applications

Disambiguation

— Placenames

— Entities

— Words

Event Extraction
Comparing Cultural Bias’

And many more...



Placename Neighbourhoods

* \We mine the contexts that ambiguous
placenames occur In

London, UK Europe France Spain China Manchester
London, ON Barrie Gananoque  Oirillia Prescott  Smiths Falls

London, CA Tulare  Alpaugh Cutler Dinuba Ducor




Map of 3 London Neighbourhoods



How can you use this?

« Data release (xml)
e Soap API
 Google Map Overlay
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